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1. Introduction.

First: a definition.  An embedded computer system is one which uses a computer as a 
component but whose prime function is not that of a computer.  What this means is that 
embedded systems, by their very nature, interact with the real world.
 There are many and varied embedded systems; the list is enormous.  But, if you 
stand back and take a broad view of things, you can see that embedded processors are 
mainly used for three purposes:

(a) To collect data from the real (ʻanalogueʼ ) world  -  data acquisition.
(b) To generate data for the real world  -  data generation.
(c) To collect data, manipulate it and from this generate data for the real world  -  data 

acquisition and generation.

These involve the interfacing of the time-continuous real world to the time-discrete digital  
(computer) world.  How to do this is the subject of this paper; internal processing 
operations are a separate issue.   We will look first at the data acquisition requirement, 
then that of data generation.  The material here provides a good overview of these two 
topics, sufficient in itself for many embedded systems developers.  However, for a deeper 
understanding of the subject we also need to consider a third topic: the interpretation and 
processing of signals in the frequency domain.

2. Data acquisition of real-world signals.
2.1 Digitizing analogue signals  -  important basics.

The primary task of data acquisition systems is to digitize continuous signals in an 
accurate, safe and reliable manner.  A simple view of a data measurement sub-system is 
shown in fig.1.

Fig. 1 Microprocessor-based data measurement system

Central to the data acquisition sub-system is the analogue to digital converter (ADC), 
whose operation, in essence, is described in fig.2.  Here the input is an analogue value, 
the output being a digital code pattern representing this value.  Each digital line carries 
one bit of information; hence this converter is classed as a 4-bit system.    At each 
sampling instant the digital value is updated, producing a specific code pattern for each 
analogue value (clearly the micro must be able to understand this pattern).  
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 Fig 2    Fundamental ADC operation

 A 4-bit code can produce only 16 different (unique) digital numbers.  For example, 
when using simple binary coding, the input voltage/digital output characteristic is as shown 
in fig.3.  

From this it can be seen that, at specific 
points the converter changes the output 
code.  Thus all analogue values between 
two decision points are represented by 
the same digital number, an effect called 
amplitude quantization.  This results in an 
effect called quantization error.  Related 
to this is resolution, the smallest input 
signal change that can be detected by the 
ADC.  For an N-bit ADC that can handle a 
maximum analogue signal of Vmax:

Resolution = Vmax/2N 
(eg Vmax = 10 volts, N = 8, 
Resolution = 39.06 mV, a change of 39.06 
mV will cause a change of 1 LSB).

Fig 3  4-bit ADC transfer characteristic

Resolution should not be confused with accuracy; if the digital value is wrong the result is 
inaccurate (in error), no matter how high the resolution.
 So far nothing has been said about how quickly conversion takes place.  In practice 
this takes a finite amount of time, during which the digital output cannot be updated.  
Hence there is a maximum rate at which analogue data can be digitized, a time 
quantization effect.  This can range from nanoseconds to hundreds of milliseconds, 
depending on the converter type.

2.2 Data-acquisition systems.
 A simple ADC provides the core functionality needed by a data acquisition system.  
But this, in itself, is sufficient only for simple applications; generally extra functions are 
needed to deal with the following points:

• How do we interface to the micro itself?
• How do we deal with the effects of changes to the analogue signal whilst conversion is 

taking place?
• How can we maximize resolution performance when dealing with a range of signals?
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• How can we prevent electrical noise and interference on the input lines causing 
digitization errors or damaging the converter components?

• How can we use a single ADC across multiple inputs (a cost reduction move)? 

(a) Micro interfacing.
 In practice, ADCs are either integrated on-chip with the processor (e.g. NXP 
LPC212x devices) or are off-chip external devices.  For on-chip designs, interfacing to the 
micro is predefined: essentially a non-issue in the context of this paper.  However, for off-
chip devices,  additional interfacing circuit will often be needed. 
 ADCs which generate the digital output in serial form conforming to a standard 
serial bus (e.g. I2C) can minimize or eliminate the need for interfacing circuitry.  But the 
same may not be true of parallel output devices, especially those mapped into the memory 
address space of the micro.  And in many cases the micro is responsible for generating the 
convert command and polling for the data valid (end-of-conversion EOC) signal.  It isnʼt 
possible to generalize too much; much depends on the design of the ADC and micro itself.

(b) Analogue signal changes  -  aperture time and amplitude uncertainty.
 Consider what happens in a normal conversion sequence.  Between the ADC being 
command to convert and the new code being produced, there is a time lag, the aperture 
time, Ta (fig.4).  During this time the analogue signal may change by any amount ∆V, 
called the amplitude uncertainty.  
The question is: will such changes 
cause problems with the 
digitization process?  With some 
types of ADC the answer is 
ʻpossiblyʼ.  Fortunately, if ∆V 
doesnʼt exceed 1/2(LSB), then it 
wonʼt matter; itʼs within the 
quantization error of the ADC.  For 
a sine wave test signal of 
amplitude Vs, the maximum signal 
frequency which can be handled 
without error is:

fmax  =[1/(4.pi.Ta.2N)]Vd/Vs
Fig 4  Aperture time and amplitude uncertainty

where Vd is the maximum voltage swing that the ADC can handle, Vs is the peak value of 
the input signal and N is the bit size of the converter.
 The result is that even signals with modest upper frequency limits require the use of 

fast (and thus relatively 
expensive) converters.  
 To allow slow(er) 
converters to be used, the 
signal can be grabbed and 
ʻfrozenʼ for conversion, 
providing the ADC with a fixed 
value.  This is the basis of the 
ʻsample and holdʼ technique, 
fig.5

Fig 5   Sample and hold operation  -  concept
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During sampling the input signal is connected to the hold capacitor by an electronic switch; 
thus the capacitor voltage follows the input voltage.  When ʻHoldʼ is selected the switch is 
opened and the capacitor voltage remains fixed (ideally) at the signal input level.  Thus the 
ADC see a constant voltage and can safely digitize the signal.  But bear in mind; we have 
to consider the effect of the conversion delay on system performance.

(c) Maximizing resolution  -  gain control.
 Consider a design which uses an 8-bit ADC and handles inputs in the range 0 to 10 
volts.  The resolution, as shown earlier, is 1/256 or 0.039%  (approximately) of full range 
signal .  Thus 1 LSB corresponds to a voltage range of 39 mV.  Let us suppose this ADC is 
used to digitize a sensor signal which has a maximum amplitude of 1 volt.  But now the 
step size of 39 mV corresponds to 0.39% of the sensor full range signal.  This is a very 
coarse step size, unacceptable for many applications.  The problem can be eliminated by 
amplifying the analogue signal, in this case by a factor of 10.
 For general-purpose applications it really isnʼt possible to predict the signal levels 
applied to the ADC (and thus the required gain setting).  What is needed is a variable gain 
amplifier, the gain settings being set (typically) by the micro.

(d)  Noise and interference  -  signal conditioning.
 In an ideal world the input signals to the ADC would be ʻcleanʼ high-level ones; in 
reality this is rarely the case.  Signals are often derived from low level sources (e.g. 
thermocouples, strain gauges, etc.), distorted by electrical interference (ʻnoiseʼ), and 
sometimes sitting on high potentials (the ʻcommon modeʼ problem).  Thus it is necessary 
to ʻconditionʼ the inputs before digitization takes place, fig.6.



Fig 6  Signal conditioning (general)

The requirements, functions and implementation methods for signal conditioning circuits 
are shown in fig.7.



Fig 7 Signal conditioning implementation
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(e) Sharing an ADC  -  channel multiplexing.
 If a data acquisition system has to accept several input signals, each channel can 
be allocated its own ADC.  However, the resulting increases in cost and space (circuit 
board or silicon) may be significant.  One solution to these problems is to use a single ADC  
shared (or multiplexed) between the inputs.  As shown in fig.8, channel sharing is done by 
using an analogue selector switch, the multiplexer, operating under the control of the 
micro.

All the items discussed so far 
determine the structure and 
performance of data-acquisition 
systems, a typical example being 
that of fig.9.
 Most of this functionality is 
provided by single-chip devices, 
the only external components 
being those providing signal 
conditioning.  ADCs themselves 
come in a number of categories; 
selecting the right one for specific 
applications is key to good system 
performance.

FIG 9 Example of a general-purpose data-acquisition system

2.3 Analogue-to-digital converters.
 ADCs can be divided into several categories defined by the conversion technique 
used.   These, in turn, are related to conversion times.  In trying to choose an ADC for a 
new design, a good starting point is to decide what the application area is, table 1.  Some 
example application areas are listed, mainly as a general guide to converter applications.

• For sensor measurements where speed is secondary to high resolution, good noise 
rejection and/or cost, integrating and sigma-delta ADCs are the main choice. 

• Closed loop control systems, which typically require 8 to 16 bit resolution with fast 
conversion times, usually use successive approximation ADCs.
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• High/very high speed systems such as video, radar and wireless communications 
employ parallel (flash), multi-stage parallel (pipelined) and sigma-delta converters.

SPEED Slow  -  medium Medium  -  fast Fast  -  very fast

EXAMPLE 
APPLICATION 
AREA

Sensor measurements
Pressure
Force
Temperature

Closed-loop control 
systems
Robotics
Flight control
Machinery control

High-speed data 
acquisition systems
Radar systems
Ultrasonic imaging
Video

SUITABLE ADC 
TYPES

Integrating
Sigma-delta

Successive 
approximation

Flash, Pipelined,
Sigma-delta

Table 1 ADCs and their application areas 

Other factors will determine the final choice of device: cost, interfacing method and 
transfer characteristic.

2.4 ADC transfer characteristics and codes.
 The example fictional 4-bit ADC of fig.3 has the following characteristics:  

• A zero-volt input produces a digital output of zero.
• For the specified Vmax, the digital output is at its maximum.
• The digital value changes by the same amount for equal increments of the analogue 

signal irrespective of the amplitude of the input signal.

In practice these conditions may not be met.  Problems include:

• Offset error  -  the ADC outputting a non-zero code for a zero input. 
• Gain error  -  the digital value increasing at a rate that is either greater or less than the 

ideal case.
• Missing codes - some digital values never appearing in the output (normally present only  

in successive approximation converters).
• Differential nonlinearity  -  code changes not taking place at equal changes of the 

analogue input.
• Non-linear response  -  caused by the build-up of differential non-linearity errors.

In the example shown in fig.3, the digital coding is straight binary.  Other codes used are 
complementary binary, offset binary, twoʼs complement and binary coded decimal (BCD), 
table 2.
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Analogue 
input 

voltage

Straight 
binary

Complemen-
tary binary

Offset binary Twoʼs 
complement

BCD code (2-
decade)

10 11111111(b) 00000000(b) 1010 0000

7.5 11000000(b) 00111111(b) 0111 0101(b)

5 10000000(b) 01111111(b) 11111111(b) 01111111(b) 0101 0000(b)

2.5 01000000(b) 10111111(b) 11000000(b) 01000000(b) 0010 0101(b)

0 00000000(b) 11111111(b) 10000000(b) 00000000(b) 0000 0000(b)

-2.5 01000000(b) 11000000(b)

-5 00000000(b) 10000000(b)

TABLE 2  Digital codes for ADCs - (example for 8-bit resolution, 10v signal range)

3. Data generation  -  analogue output systems.

3.1 Basics of digital to analogue converters (DACs) .
 In its simplest form the DAC, as shown in fig.10, converts an input digital signal to a 
analogue output value.

The digital input, here in 
parallel form, is applied 
to the control section of 
an electronic swi tch 
bank. These switches are 
activated by the input to 
produce a ʻweighted ʼ 
current or voltage signal 
for the analogue output 
amplifier.   Weighting is 
proportional to the digital 

  FIG 10 Basic DAC              value; thus the amplifier 
output is also proportional to the digital input.  An 
example transfer characteristic for a 4-bit 
converter is given in fig.11.  Most basic DACs 
operate with straight binary codes and give a 
unipolar output.  An inverted (complementary) 
binary relationship can be generated by using an 
inverting amplifier on the output signal.  Adding a 
level shift to the amplifier circuit generates an 
offset binary  relationship.  Digital signals 
generated in twoʼs complement and BCD forms 
are usually transformed to one of the simpler 
codes before driving the DAC.

FIG 11  DAC example transfer characteristic
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3.2 Practical design considerations.
 From the system designerʼs point of view, the internal circuitry is not especially 
important.  More importantly are issues relating to:

• Processor interfacing.
• Speed and resolution.
• Accuracy and linearity.
• Output drive characteristics:  signal type and range, output drive capability and 

protection methods.
• Glitch spikes.

(a) Processor interfacing.
 In earlier days most micro/DAC interfaces were, as shown in fig.10, parallel in form.  
However, the simple connection method shown here must be augmented by interfacing 
circuitry, fig.12.

FIG 12  Micro to DAC interfacing
  
Modern converters include 
much of this interfacing on-chip; 
precise interfacing requirements 
depend on individual processor 
designs.
 In recent years there 
has been a significant rise in the 
use of complex electronic-based 
(especially portable and small 
size) devices.  This, together 
with the need to simplify wiring, 
has resulted in the widespread 
use of serial interfacing.  And as 
many microcontrollers 
incorporate serial data buses, 
DAC interfacing is simplicity 
itself.

(b) Speed and resolution.
 DAC throughput is limited by the output settling time of the device.  However, DAC 
vendors provide designers with a very wide range of speeds, typically ranging from a few 
nanoseconds to a few microseconds.  Likewise the resolutions available are extensive, 
ranging typically from 4 to 24 bits.  A general guide to the use of DACs as a function of 
resolution is shown in table 3.

(c) Accuracy and linearity.
 Fig.11 showed an example DAC transfer characteristic.  However, real DACs can 
have both offset and gain errors.  When these are trimmed out we can assess the deviceʼs 
ʻabsolute accuracyʼ, that is, the difference between actual and ideal outputs.  In general 
manufacturers do not quote absolute accuracy performance; instead a ʻrelative accuracyʼ 
figure is used.
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Resolution Example applications

4 bits (6.3%) Coarse set-point values, power supply adjustments.

6 bits (1.6%) Video applications, LCD displays, analogue meter displays.

8 bits (0.39%) Toll-quality speech, waveform generation, power supply controllers.

10-16 bits (0.1 - 0.0015%) Vector scan displays, servo control systems.

16-20 bits (0.0015-0.000095%) Signal processing, complex waveform generation.

20-24 bits (0.000095 - 
0.000006 %)

Audio systems, home theatre, set-top boxes.

TABLE 3 DAC resolution and related application areas

 A factor that directly affects the linearity of a DAC is the ʻdifferential nonlinearityʼ of 
the device.  Each time the DAC input code is increased by one LSB the analogue output 
should increase by a specific amount.  Over the total signal range of the converter the 
actual increase from bit to bit will vary.  The maximum error between the theoretical and 
actual change at any point in the transfer characteristic is defined as the DACʼs ʻdifferential 
nonlinearityʼ.  If this is greater than +1LSB, then the converter will skip one or more levels.  
If it is greater than -1LSB  then the analogue output actually decreases for a code 
increase.  This is defined as ʻnon-monotonicʼ behaviour.

(d) Output drive characteristics.
 The factors to be considered here include:

• Signal type (current, voltage) and range (unipolar, bipolar, amplitude).
• Drive power, current and voltage levels.
• Output protection methods (short circuit, overvoltage).

(e) Glitch spikes. 
 In practical designs there are variations in the speeds of the internal switching 
circuits.  This can result in transient digital codes (and hence transient analogue values) 
being generated between the (correct) steady-state ones.  The effect is termed a glitch 
spike.

4. Frequency domain interpretation and processing.

4.1 Representing signals in the frequency domain.
 Fig.13(a) shows a time-domain view of two sine waves (as, for exampled, captured 
by an oscilloscope).  A sine wave may be described mathematically as:

 a = A Sin (2.pi.f)t   where a is its instantaneous amplitude
    A is the maximum amplitude (peak value),  f is its frequency. 

Suppose that for signal 1    A =7, f1 = 100 Hz.   and for  signal 2    A = 10 and f2 = 200 Hz. 
We can represent these in the frequency domain as shown in fig.13(b).  Note that fig (a) 
describes reality whereas (b) is a mathematical description of the result of transforming 
time signals into the frequency domain.
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                 (a)                                                                    (b)                                   

FIG 13 Sine waves  - time and frequency domain representations

4.2 Sampling of continuous signals.
 Fig.14(a) shows the output from an analogue sampling switch when the input to it is 
a sine wave (when the switch is open, the output is zero).  The results of transforming this 
mathematically to the frequency domain is given in fig.14(b) (only a limited section is 
shown here for space reasons, and amplitudes are normally plotted on a log scale).  The 
sampling rate (frequency fsam) is 10 times the signal frequency fsig.

   
         (a) Sampled waveform                                 (b) Sampled signal spectrum    
       
 FIG 14   A sampled sine wave  -  time and frequency domain representations
 
It can be seen from this diagram -  the spectrum of the sampled signal  -  that there is a 
component at the original signal frequency fsig.  But now there are also extra frequency 
components, at (fsam -  fsig ),   (fsam  +  fsig ),    (2fsam  - fsig),     (2fsam  +  fsig)  etc.  These result 
from the sampling process, and generally are unwelcome (shortly we will see how to 
remove them).
   An understanding of the spectra of sampled sine waves is essential as a base for 
further work. However, real signals to data acquisition systems are rarely simple sine 
waves; more often they are much more complex, as in the example of fig.15(a).  As a 
result we cannot predict, at any moment, what the signal spectrum will be.  But what we 
can usually do is to define its limits of amplitude and frequency, as shown in fig.15(b). 
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                (a)                                         (b)

FIG 15 A complex time signal and its related spectrum

If we sample this signal then the resulting spectrum is shown in fig.16 (again for brevity, 
higher-order frequency components arenʼt shown).  There is a clear separation between 
the spectrum of the original signal and that produced by the sampling action.  Hence if the 
complex sampled signal is passed through a suitable low-pass filter, the original signal can 
be recovered (or reconstituted).

FIG 16 Spectrum of a sampled complex time signal                               

4.3 Aliasing, anti-aliasing filters and multi-rate sampling.
 The word alias refers to someone or something pretending to be someone/
something else.  A similar issue can occur in sampled-data systems as a result of the 
sampling process, fig.17.

FIG 17 Example of 
aliasing due to 
undersampling of a signal
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As shown, the sampled values seem to be those of a triangle waveform having a much 
lower frequency than that of the real signal.  
 When dealing with complex signals it is best to work in the frequency domain.  For 
example, a result of undersampling the signal of fig.16 is shown in fig.18.

FIG 18  Undersampling and overlapping spectra

Owing to the overlap of the of two spectra we cannot separate out the original signal 
components from those due to sampling.  In real-time embedded systems we need to 
guarantee that the original spectrum is preserved.  To do this two criteria must be met.  
First, the signal spectrum must be limited; this can be done by using a low-pass anti-
aliasing filter on the input.  Second, spectral overlap must be eliminated: done by correct 
choice of sampling rates.

FIG 19  The anti-alias filter  -  circuit connection and response characteristics

 As shown in fig.19, an ideal anti-alias filter has a ʻbrick wallʼ frequency response; 
constant gain in the passband, zero gain in the stopband, and a step transition between 
bands.  Realistic responses approximate to this ideal: the better the approximation the 
more complex the filter.
 A practical issue in digital control systems is the implementation of very low 
bandwidth low-pass filters.  It may be extremely difficult to provide these in analogue form 
owing to the size and cost of components.  One solution is to use cheaper and smallerbut 
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higher-bandwidth filters, sample at the appropriate rates and then digitally-filter the 
resulting signal.  To reduce the computation workload, only the front-end stage (digitization 
and subsequent low-pass filtering) need be done at a high rate; the rest of the processing 
can be done at much lower rates.  This is the basis of multi-rate sampling.

4.4 Analogue outputs and the use of reconstitution filters.
 Fig.20 shows the output from a DAC when its input is a digital sine-wave (its 
spectrum is similar to that shown in fig.14).  The addition of a digital latch to the basic DAC 

FIG 20  Example analogue output from DAC

results in the output remaining constant between sample updates.  This is identical to the 
output of a sample-hold unit when applied to a sine wave signal.
 For many applications the step changes in the output may not be acceptable.  
Fortunately they can be removed by filtering the output with a low-pass reconstitution filter, 
fig.21.

FIG 21 Using a reconstitution filter

Its effect can be seen in fig.22.  Here the filter removes all unwanted high frequency 
components, resulting in a clean sine-wave output.

FIG 22  Smoothing effect of the reconstitution filter

Like their anti-aliasing counterparts, reconstitution filters are low-pass ones, with similar 
characteristics.
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FIG 22 Reconstitution filter characteristics

4.5 Interpolation and interpolation filters.
 Like the anti-alias filter, an ideal reconstitution filter has a ʻbrick wallʼ frequency 
response.  As stated earlier, realistic responses approximate to this ideal: the better the 
approximation the more complex the filter.  However, the performance of the filter can be 
relaxed if the DAC update rate is increased; and one way to do this is to use data  
interpolation techniques. 
 In mathematical terms, interpolation is a way of estimating data values between 
known (measured) ones.  In our case this is done by modifying the digital signal using a 
digital interpolation filter, fig.23. 

FIG 23  Using a digital interpolation filter

Here additional values, computed to lie between the original data set, are added to the 
digital stream sent to the DAC.  The result of doing this can be seen in fig.24; the DAC 
update rate has been increased (in this example by a factor of four) and the analogue 
output step size has decreased.  

FIG 24  DAC output  -  with and without interpolation

It is clear, merely by looking at the waveform, that much less filtering will be needed to give 
a clean analogue waveform.  A frequency domain analysis shows that, in this case, 
interpolation increases the amplitude of the signal component and shifts the ʻsampleʼ 
frequency upwards by four.  This technique is widely used in the digital audio world, being 
implemented by a class of device called oversampling interpolating DACs.

5. Concluding comments.
 The aim of this paper was to provide hardware/software engineers with the basic 
knowledge to tackle  the development of analogue signal processing in digital systems.   It 
dealt with three major aspects of the subject:
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• Acquiring analogue signals.

• Generating analogue signals.
• Frequency domain interpretation and processing of such signals.
The information will help developers evaluate the the functional and time (temporal) needs 
of particular implementations.  Using this, the following factors can be evaluated:

• What are the basic speed, resolution and signal handling range requirements for specific 
implementations?

• When using highly-integrated microcontrollers, do the on-chip devices satisfy such 
requirements. 

• For off-chip ADCs, which conversion technique is best for your application?

•  Is there a mismatch between the digital coding of the converter and the number system 
of the programming language/compiler?

• How much and what type of processor interfacing is needed?

• Is protection against high-voltage transients needed, and if so how can it be provided?

• Are the signals likely to be contaminated with noise, and if so, how can the problem be 
handled?

• What are the required sampling rates in the design, and could this result in aliasing 
problems?  If so, what are the performance needs of anti-alias filters?

•  Are reconstitution filters needed on analogue outputs?  If so, what performance is 
required?

• Again for analogue outputs; would your design benefit from using interpolation filtering?

Only when these questions have been answered should you press ahead into detailed 
design.
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